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Understanding Latency in Network Systems:

Sources of Latency and Jitter in Network Architectures

By Kevin Davis, Senior Consultant, NetQoS

Time is the key to understanding and
delivering acceptable service levels to end
users. Two important measurements of time
intervals in network transmission systems are
referred to as “latency” and “jitter”.
Understanding latency and jitter sources and
how their values change in network
architectures is critical to engineering
network/application performance and
optimizing information resources.

Without proper visibility into latency and
jitter, accurate capacity planning, resource
configuration, and delivery of consistent and
acceptable levels of service will be difficult — if
not impossible.

This white paper defines network latency and
jitter, identifies the sources that introduce
delay into data transmission, and explains how
such variables in time impact application
performance and end-user experience.



Performance. It’s about time.

When network users call the Help Desk to report poor application performance, you don’t typically hear any of the

following:

“The router’s CPU is too busy!”
“The network utilization is above 70%!”

“The carrier path has failed-over to a sub-optimal path!”

While these may be the causes of the problems they are experiencing, the complaints that end-users lodge are nearly

always based on time (their quality of experience using the application). For example, they will report:
“The network is slow!” or “The calls on my IP phone sound terrible!”

Time is the key to delivering acceptable service levels to end users. Anytime a significant delay occurs in the delivery of
network data, application performance suffers. Depending on the type of application and how it works, variances in

network delay can have a severe impact on application performance thereby degrading end-user’s experiences.

Two important measurements of time intervals in network transmission systems are referred to as “latency” and
“jitter”. Understanding latency and jitter sources and how their values vary in network architectures is critical to
engineering application performance and optimizing information resources. Without proper visibility into the
understanding of latency and jitter variances within the network, accurate capacity planning, resource configuration, and

delivery of consistent and acceptable levels of service will be difficult — if not impossible.

In the pages that follow, we define network latency and jitter and explain their relationship to network delay, identify
the sources that introduce delay into data transmissions, and explain how such variations in time values can affect

application performance and the network end-user’s quality of experience.

Concepts and Principles

Network latency is the amount of time it takes for a packet to be transmitted end-to-end across a network and is

composed of five variables:

A related metric, Network Round-Trip Time (NRTT) is the amount of time it takes a related pair of packets to travel to
and from two points in the network. In the absence of congestion, and in a symmetrically provisioned network, NRTT

should be equivalent to 2 x Network Latency in either direction of the network path.

The two variables that typically dominate the equation for measuring network latency on WAN broadband circuits are

Distance Delay and Queue Delay. This is due to the following facts that we will explain in detail below:

The contribution of Serialization Delay on a per-packet basis becomes insignificant at data rates above 1.544 Mbps

(T1).



The contribution of Forwarding Delay is typically insignificant in modern routers and switches with appropriate
configurations.

The contribution of Protocol Delay typically occurs at the access layer or at the endpoints.

Serialization Delay, Queue Delay and Forwarding Delay are per-hop variables that must be accounted for each
network element receiving the entire frame or packet before forwarding it to the next hop. This is due to the fact that
network elements such as Ethernet switches and IP routers must receive the entire Ethernet frame or IP packet and
buffer it, perform a checksum on various parts of the frame/packet, and then forward the frame/packet to the outbound

interface only if the checksum is valid.

Of these three variables, only one will constantly change on a given network path: Queue Delay. This variable is a
function of the incoming packet arrival rate versus the outgoing packet transmission rate on a network interface. Given
that it is typically the only time variance on a network path, Queue Delay is the target area of concern for capacity

analysis and network engineering. Our analysis of the latency equation can therefore be represented like this:

In the sections that follow, we break Network Latency down further into its component metrics and explain how each

component can impede application performance within your network.

Distance Delay

Distance Delay is the amount of time it takes for a packet to travel end-to-end along a network path (omitting any

processing delay at each network node). Two factors contribute to distance delay:

Distance (in kilometers or miles)

Signal Speed (in ps/km or ms/mile)

Unlike most other components of network latency, distance delay, or latency due to distance, is constant for any given
network path and can be affected by the type of data transmission system (e.g., satellite versus terrestrial system) or by
the physical path provisioned by carriers between two endpoints (fiber cables typically run along interstates, highways,

railroads, and utility right-of-ways).

If we compare a network to a freeway system , we can replace bits with cars and think of distance delay as the

amount of kilometers or miles to be traveled, divided by the speed limit of the highway (Distance = Time * Speed).




In the case of networks, the “speed limit” at which each bit travels is known as Propagation Delay, and has the

following values, depending on the transmission method:

Light signal over optical cable: ~5.5 ps/km
Electric signal over copper cable: ~5.606 ps/km

Satellite signal through air (e.g., satellite): ~3.3 ps/km

Reshaping
~5.5us/km Retiming
70-100km Repeat
Ous Ous Ous <<400us

Light pulses traveling through fiber optic cable have an approximate Propagation Delay of 5.5 ps/km. In order to
maintain a coherent light signal (that is, a properly shaped and powered light pulse), the system must amplify the optical
signal every 70-100 km and sometimes treat it for chromatic dispersion (the separation of the light pulse into
subcomponent discrete light waves). Amplification is typically performed with Erbium Doped Fiber Amplifiers (EDFAs)
that strengthen the light signal as it passes through, while chromatic dispersion compensation is accomplished with

specially doped fibers called Chromatic Dispersion Filters.

Both of these technologies are in-line, fiber-based mechanisms that directly influence the light pulse without adding
measurable latency or delay to the signal. Approximately every 4 fiber-optic segments, the light pulse must be reshaped,
retimed, and repeated (The “Three Rs”). This is done by an O-E-O conversion (Optical —to-Electrical-to-Optical),
where electrical circuitry is used to perform this function. A very small amount of latency is added to the light signal

during O-E-O operations, typically much less than 400 ps.

Thus, the significant portion of propagation delay in a fiber-optic network system is due to Distance Delay, and we make
little, if any, provision in our latency calculations to compensate for SONET/Long-Haul Switching, amplification, or the

“Three Rs”.
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Expected Values of Terrestrial Distance Delay

As explained earlier, fiber optic cables typically follow paths along main highways, railways, and utility right-of-ways
. One way to estimate the expected delay due to distance between two endpoints is to determine the driving

distance using maps from Yahoo.com or Google.com, and then multiply the driving distance in kilometers by 5.5 ps/km.

While it may first appear that satellite transmission is faster than terrestrial based systems such as fiber (3.3 ps/km for
satellite transmission — verses 5.5 ps/km for fiber transmission), it should be noted that the distances involving satellite
transmissions are significantly larger that terrestrial based systems. This is due to the fact that satellites are
approximately 30,000-35,000 kilometers above the earth’s surface . The resulting latencies due to distance

and inter-satellite delay are typically in the 400-500ms range for the round trip near the equator.

3.3us/km

Measuring Values for Distance Delay

Distance Delay may be accounted for by measuring related pairs of packets and trending the results over a long time
interval and noting the recurring minimum delay, then subtracting the Serialization Delay of the packet-pairs from the

recurring minimum delay value.

For example, using data from the NetQoS SuperAgent product, we can calculate the latency due to distance from

Hawaii to Guam from the Network Connection Setup Time (NCST).

Note: The reason we choose to use the NCST is because the packets involved in the TCP 3-way handshake carry O bytes of user
data (thus are always subject to the same serialization delays), are originated at the OS kernel level of the hosts (thus they are
typically not prone to processing delay at the host), and are not subject to control algorithms such as RFC 1122 Delayed

Acknowledgements.
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In the graph below we note that the recurring minimum value measured by SuperAgent’s NCST is 78 ms (the
red line was added to the graph to highlight the recurring minimum value points) on a T link between Hawaii and

Guam.
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This value can be confirmed with an additional observation taken from the data in the Statistics column reporting that
the minimum NCST between Hawaii and Guam is approximately 78 ms. Given that the NCST is measured by observing
two related 64-byte packets (given the minimum Ethernet frame size), we can calculate the serialization delay on this link
as 64 Bytes*8 bits/1536 Kbps, or ~0.3 ms for each packet in the related pair—or about I ms total serialization delay.

We then subtract the | ms Serialization Delay from the NCST of 78 ms to find the resulting Distance Delay is

approximately 77 ms.

What should the delay due to distance be between Hawaii and Guam, given an optimum path between the two islands?
Guam is approximately 6,147 km from Hawaii as the whale swims, or 12,294 km round trip. We add 0% to this path
to account for any obstacles on the ocean floor (which may have required undersea cable path diversions), giving us an

expected optimum theoretical distance of 13,523 km round trip. Given the propagation delay of light down a fiber optic

cable round trip, the optimum value the Service Provider could reasonably offer is a Distance Delay of approximately

74 ms.

Thus, the measured value of 77 ms when compared to the theoretical value of 74 ms indicates that the path between
Hawai’i and Guam is taking the red “working” path shown in and not the pink “protected” path. If the

working path were to failover to the protected path — any increase in latency due to distance would be visible by a

-



corresponding increase in the recurring minimum value of the NCST in SuperAgent. Such data gives us the ability to

measure and confirm SLAs for Service Providers.

Distance Delay and Application Performance

Distance Delay can have a significant impact on applications that are “latency sensitive”. Latency sensitive applications
are typically those applications which require a relatively large number of Network Round Trips in order to complete a
transaction. Such network round trips are often referred to as “application turns”. Examples of latency sensitive

applications are as follows:

Custom transactional based applications
Database queries

VolP (Traffic begins to degrade when one-way end-to-end latency exceeds 200-220 ms — 150 ms is typically the

engineering goal for maximum one-way latency for VolP)

For example, if a user executes a SQL database query that requests 100 rows of a database table, one row at a time,
over a link with a latency due to distance of 60 ms, it would take approximately 6 seconds (60 ms * 100 turns) to
complete the transaction. The same query executed by a user on a LAN connected to the same database server would

take less than 2-3 ms to be completed, as the latency due to distance across the LAN is insignificant.

Serialization Delay

Serialization Delay refers to the amount of time it takes for a network interface (such as a router’s interface or
computer’s NIC) to perform bitwise transmission of a frame unto the outbound media. The most significant factor in
serialization delay is the rate at which an interface can transmit data, called the “access rate”. The access rate will be
constant on a per-network interface basis. Higher access rates transmit bits faster by reducing the length of the time

gaps between each signaled bit.

Returning to our illustration of a freeway system, we can visually replace each bit with a car and think of Serialization
Delay as the amount of time it takes for successive cars to enter a freeway with metered entrance ramps. We can
equate the Serialization Delay to the meter rate of the freeway. The closer in time the cars are admitted with
respect to each other, the greater the number of cars that can be admitted onto the freeway within a given time

interval.

We can also think of a network packet, which is made up of a finite number of bits, as a convoy of cars that are going to

travel to/from the same source and destination.

Thus, as we can see in below, the access rate for admitting cars onto the freeway is | Car Per Second, or

ICps. For a convoy of 3 cars, it would take 3 seconds for all members to be admitted onto the highway.



Serialization Delay

3 Seconds
I~ d

*» *» S

Access Rate = 1 Car Per Sec

To increase the speed at which cars are admitted onto the highway, we could increase the meter rate from | Cps to 2

Cps. The result would be as demonstrated in

cars onto the highway.

Serialization Delay

1.5 Second
|

L X XX XX o

Access Rate = 2 Cars Per Sec

below. It would only take |.5 seconds to admit a convoy of 3

A similar effect can be achieved by increasing the access rate on networks. Doubling the access rate cuts in half the

amount of time it takes the network interface to transmit the same number of bits as before. And, when those bits are

grouped into “convoys” called frames, it takes one-half the time to transmit a frame — thus increasing network

throughput capabilities.

In above, we can see that it takes 1.5 seconds to admit a 3-car convoy onto the highway with an access rate of

2 cars per second. If the size of the convoy was increased to 6 cars, it would take 3 seconds to admit the convoy onto

the highway. The same is true for network frames: the larger the size of the frame, the longer it takes a network

interface to transmit the frame to the outbound media.

Serialization Delay

Serialization Process
at given clock speed

Note: When we speak of serialization delay, we should
always speak of “frames” versus “packets” because the
network interface encapsulates the packet with a Layer 2

header (such as FR, Ethernet, etc.) prior to transmission.
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We can quantify the value of Serialization Delay for network interfaces with the following formula:

Thus, the higher the access rates (or bandwidth), the faster the interface can transmit each frame. Conversely, the

larger the frame, the slower the network interface will transmit each frame.

Examples:

To transmit a 1500-Byte frame at 56 Kbps, it would take approximately 214 ms (the delay) to serialize the frame
[(1500Bytes*8bits)] / [56Kbps]
To transmit a 1500 Byte frame at 1536Kbps, it would take approximately 8 ms to serialize the frame
[(1500Bytes*8bits)] / [1536Kbps]

If the size of the packet were reduced to 150 Bytes and transmitted at 1536Kbps, it would take approximately 0.8

ms delay to serialize the frame [(150Bytes*8bits)] / [1536Kbps]

The chart in shows various serialization delays for a 1500-Byte frame (56Kbps-44.736Mbps):
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As you can see from , the serialization delay decreases while the access rate increases. When the access rate

moves past the narrowband range (T1/1.544 Mbps or less) into the broadband range, serialization delay becomes
insignificant on a per-frame basis, with an approximate value of~ 0.3 ms for a 1500-Byte packet being transmitted by a
T3 (44.736 Mbps) interface (last data point on x-axis above), ~0.Ims for a 100 Mbps interface, and ~0.01 ms for a

Gigabit interface.
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Note: Applications should use large frame sizes when writing data to the network. If the access rate of an interface is not fast
enough to provide the required low latency levels for real-time applications like VolP, fragmentation of these large packets could be
performed at the interface to interleave smaller VolP packets among the larger ones. However, this configuration may adversely
impact the performance of your data applications. Explicit fragmentation of data packets should be carefully deployed and

monitored — if it is done at all.

When designing the topology of a WAN, we should recall from our earlier discussion that serialization delay is incurred
at each L2/L3 hop of a network. So, by reducing the number of hops, we can reduce the amount of overall latency
contributed by Serialization Delay (and Queue Delay) along the path. For example, in , traffic exiting the
Data Center router at the top circuit would incur outbound serialization/queue delay twice along the path (at each
router’s outbound interface), while incurring it just once on the bottom circuit. If both of these are 128 Kbps circuits, it
could take a packet hundreds of extra milliseconds to take the path of the top circuit that has the additional Layer 3

hop.

.
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Serialization Delay and Application Performance

Serialization Delay typically has an indirect impact on application performance if it is not low enough (e.g., if there is not
sufficient bandwidth) to evacuate the interface queue in a timely manner. For example, at slow sub-rate access speeds
(less than 512 Kbps) large packets can cause significant latency and jitter issues for VolP and video data due to the fact
that it may take up to 214ms (56Kbps link) for an interface to transmit a single frame that is ahead of the VolP packet in
the order of transmission. This is because all QoS queuing mechanisms will not fragment or stop the transmission of a
packet that is currently at the interface when a higher-priority packet arrives at the interface queue. In the case of an
interface with an access rate of 56 Kbps that just started transmitting a 1500-Byte packet, a VolP packet arriving after
the interface transmitted the first bit of the 1500-Byte packet must wait some 214ms until it can be transmitted. Given
that VolIP has an end-to-end latency budget of 150 ms, and any end-to-end latency over 220-240 ms becomes

problematic, this level of delay can cause VolP quality to suffer.

One could fragment the larger packet into smaller packets at the interface and interleave the VolP packets in with the
fragmented application packets by means of a queuing mechanism such as LLQ. However, the act of fragmenting
application packets can cause a performance issue for the respective application(s) — thereby moving the point of pain to

a new, and perhaps more painful, location.
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If insufficient bandwidth is available to properly evacuate an interface queue, the configuration of Layer 3 Queuing will
typically be comparable to placing a bandage on a bleeding artery. Insufficient bandwidth is a separate problem that must
be addressed, sooner or later. Other solutions, such as using WAN accelerators, policing applications, or provisioning
additional bandwidth, must be examined and carefully considered when faced with chronic performance issues that

cannot be addressed by queuing alone.

Queue Delay

Queue Delay is the amount of time a packet must spend in a network buffer waiting its turn to be transmitted.
Network interfaces transmit one frame at a time, typically one bit at a time. As such, when two or more packets are
forwarded to a network interface at the same time, or close to the same time — one packet is transmitted while the
others are enqueued into the interface buffer to await their turn at the interface. Returning to the illustration of a
highway, this can be visualized as cars waiting at a metered on-ramp — where the speed at which the meter permits cars

to enter the highway is equivalent to the bandwidth of the interface below.

Queue Delay 0

&
*

Meter Rate = 1 Car Per Sec

The same principle holds true for queue delay on a router. The access rate (or bandwidth) determines the entry rate of

frames onto the transmission media, with only one frame being transmitted at any given instance.

Queue Delay

Network Queue

As shown in above, the first packet arriving at the network interface is encapsulated in a Layer 2 frame,
serialized, and then transmitted on the network media. Packets 2-4 must wait in the queue until it is their turn to be
transmitted. Typically, packets are transmitted in the order they are received, a technique known as First In — First Out,

or FIFO Queuing.



Given above with an access rate of 1536 Kbps (T|), and four frames of 1500 Bytes arriving at the interface

at approximately the same moment in time, the Queue Delay for each frame would be as follows:

Frame I: 0 ms (sent directly to the outbound interface)
Frame 2: 8 ms (must wait for Frame | to be transmitted)
Frame 3: 16 ms (must wait for Frames |-2 to be transmitted)

Frame 4: 24 ms (must wait for Frames |-3 to be transmitted)

Increases in Queue Delay can be measured and detected by monitoring traffic along a given network path. Typically,

most intermittent increases in latency above the baseline distance latency can be attributed to network congestion.

For example, in below, the dark blue portions of the graph above the red line indicate instances of
congestion on the network, with the period beginning at 21:30 reaching a maximum average value of 19.2 ms, or an

increase of about |7 ms in queue delay (subtracting the distance latency of 2.02 ms) along the path.

M Network Server

144 202 ms

Max 182 ms
Mean 366ms
50th 221 ms
75th 247 ms
90th 108 ms
13k

108+

7.24
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364
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¢ 09:30 11:30 13:30 15:30 17:30 19:30 21:30 23:30 01:30 03:30 05:30 07:30 09:30p,

As illustrated in above, the users of the example network typically have an expectation of little or no

congestion on the network.

An increase in queue delay of 17 ms can negatively impact application performance by slowing down application
transactions and throughput and hindering user productivity. The congestion spike shown in above was the

result of a large data transfer across a LAN infrastructure.

Because such a large spike can occur in a LAN infrastructure, careful consideration should be given to ensure that
application servers that are members of the same application architecture (such as a front-end HTTP server paired with
a back-office Oracle Server) are placed on the same Ethernet switch and on the same VLAN to ensure they do not have
to compete for uplink bandwidth when problems like the one pictured above occur. Such an incident could severely
impact the performance of the database query process, and in the case shown above, the performance issue could last in

terms of hours—not just minutes.

Queue Delay and Application Performance

As it increases, Queue Delay often has a very significant and direct impact on applications and on the end-user
experience. This is due to packets having to wait in increasingly longer lines within the queue, thus slowing down the

delivery of data. This behavior will continue until the queue becomes full and packets are dropped. Packet drop, in
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turn, will cause TCP speakers to throttle back on the rate of transmission, thus reducing overall throughput. This
change in queue delay and throughput can be detected by end-users, resulting in complaints about application or

network performance.

Queue Delay must therefore be closely monitored and measured. The amount of delay associated with packets at the
bottom of the queue depth is usually what users are complaining about when the network is the culprit in performance

issues.

The best way to measure Queue Delay is by monitoring actual application packets in flight, by means of a passive
performance monitoring device such as NetQoS SuperAgent, or by sending small footprints of simulated application
traffic across a given network path (such as Cisco IPSLA traffic). By correlating the time increase of queued packets
with IPFIX utilization data and packet-drop rates on an interface, we can see not only the increase in delays on the
network path that impacted users, but also determine the application and/or user that may have caused the event to
happen. This provides us the information needed to prevent such issues from recurring in the future through

administrative processes or engineering actions.

Pictured below in are Cisco IPSLA ICMP Echo test results from NetQoS NetVoyant that measure the

latency across specific paths between routers and/or endpoints:

E1 ICMP Echo Round Trip Time Trend vs. Baseline 19 February 2008 12:48 - 13:48 (J
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Destination: 10.0.7.4
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Forwarding Delay

Forwarding Delay is the amount of time it takes a network device to process a frame/packet by performing a
destination address lookup and forwarding the frame/packet to the outbound interface. Forwarding Delays vary
widely, depending on the architecture of network equipment, the actual processes used to make the forwarding

decision, and any administrative policies that may hinder the forwarding process (such as ACLs, where applicable).
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Forwarding Delay values are typically consistent in most network elements under normal operating circumstances.

Typical observed values across multiple vendor equipment platforms are as follows:

Device Type Forwarding
Delay
Access Ethernet Switch 30-200 pus
Distribution Ethernet Switch 7-90 us
Core Ethernet Switch 7-80 us
Access Router 200-400 ps
Distribution Router 100-300 ps
Core Router 7-100 ps
Enterprise Class Firewall 70-400 ps
VolP Codec (using compression) 25-70ms
VolP Codec (without compression) <I0 ps
As can seen by reviewing the data in above, forwarding delay within network routers and switches typically

does not contribute significant latency to the transmission of data under normal circumstances. In typical delay
calculations for normal operating conditions, forwarding delay may be represented by the token of | ms per hop.
However, a misbehaving or inappropriately configured network element may add tens or hundreds of milliseconds of

latency to packets under certain circumstances, such as an abnormally long access list on a low-end router.

Protocol Delay

Protocol Delay is the amount of time that access or transmission algorithms may contribute to the delay of a network
frame, and is typically introduced at the endpoints of the data transmission system. For example, wireless networks use
an access algorithm called CSMA/CA (Carrier Sense Multiple Access/Collision Avoidance) that arbitrates the access of
end-stations to Wireless Access Points. Another example is the delayed-acknowledgement system used by TCP

receivers to acknowledge the receipt of data.
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Microsoft implements delayed TCP acknowledgements (RFC 1122) in its TCP stack of the Windows Operating System

via the following algorithm:

Upon receipt of first packet in the series, start delay acknowledgement counter at 200 and decrement the counter by |

for each millisecond (ms) that elapses, and send an ACK after one of the following occurs:

Receipt of a second packet in data flow from source.
Receiver sends data packet to server.

Delay acknowledgement counter reaches 0 (e.g., 200ms have elapsed since receiving first packet).

The overall general effects of this implementation is that Windows hosts acknowledge every other full-sized segment in
multi-packet transmissions, the CWND opens more slowly (e.g., it can only open by | MSS for each ACK received), and

additional delay is added to Network Round Trip Times (NRTT) by this process.

Microsoft’s Delayed ACKs

Data 1
CWND=1 RWND=64KB

200
200ms
0 Delay
ACK 1
CWND=2 /
w:
4%
CWND=3

« I 200 e

New Request 43 Delay

CWND=5 ACK (6)

Thus, the impact of the delayed TCP acknowledgement by Microsoft Windows may increase the network round-trip
time of response/acknowledgement packet pairs by up to 200 ms, thus impacting the experience of end-users, as can be

measured in the NRTT values in protocol traces and in SuperAgent reports.

In above, we can see that Data I’s ACK is delayed 200ms, Data 2-3 and Data 4-5 are immediately
ACK’d (two full-sized segments were received), and Data 6 is ACK’d after 157ms (an arbitrary amount of time to
show that the client had to formulate the new request to the server and the ACK was piggy-backed on the new

request).
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Jitter
Jitter is a term that refers to the variance in the arrival rate of packets from the same data flow, and abnormal jitter
values can negatively impact real-time applications like VolP and video. Jitter is typically created by three different

mechanisms in a network:

Variance in Serialization Delays due to variance in packet sizes
Variance in per-packet Queue Delay due to packet spacing from multiple sources at a common outbound interface

Packets taking different routes from source to destination (less common) — perhaps due to per-packet load sharing or

routing issues.

Serial
Interface

128Kbps

Variances in

Packet Size — Variances in

Packet Spacing

Jitter and Application Performance

Real-time applications such as VolP and video are unique among network applications because they are consumed not by
servers and other applications, but by the human ear and eye. In order to present a quality sound or picture signal to
the human senses, the data must be composed of a reliable stream of packets arriving at a constant rate (that is, with
minimal jitter). Significant jitter values can have a very negative impact on real-time applications. Indeed, jitter is typically

the most common culprit in VolP quality issues.

VolP quality issues commonly associated with jitter are incoherent words, choppy speech, and “robotic” sounding
conversations. Jitter can have an even more detrimental effect on voice quality than latency. And jitter can also cause
packets to arrive out of order, introducing additional latency at the application layer when re-assembly of the signal

occurs.

The most effective way to deal with jitter is by using low-latency queuing for VolP and video traffic on network
interfaces with large serialization and/or queue delays. In addition, endpoints (such as IP phones) can use jitter buffers
or playout delay buffers in order to deliver received packets at a constant rate to the end consumer. These buffers are
typically 30-50 ms in depth, and thus they attempt to manage jitter values within these values on any single one-way

path.

As pictured in the graph below, which shows the results from jitter testing taken from the NetQoS NetVoyant product
below; the jitter levels for crucial VolP traffic are well within the acceptable limit of approximately 30ms.

When jitter exceeds the normal limits, VolIP calls can suffer significant quality issues that can affect the ability of people
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within an organization to communicate effectively — potentially lowering productivity and interrupting business

processes.

E3 Jitter: Source to Destination 12 February 2008 10:43 - 11:43 CST
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Figure 18 - Cisco VolIP IPSLA Jitter data from NetVoyant
With jitter data from VolP IPSLA testing between selected network endpoints, you can gain quick visibility into the

sources of higher-than-normal jitter levels and direct attention and resources to the places where configuration changes

can have the most impact on application performance.

Figure 19 (next page) shows the probable sources of network latency variables that typically affect network/application

performance. We have omitted the serialization delay for high-speed interfaces (Gigabit and above) to make the figure

more legible.
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Conclusion

Understanding time intervals in network transmission systems and how they affect the quality of application

performance and service delivery is a critical first step in taking a performance-first approach to your IT infrastructure.

The performance-first approach begins with increased visibility into the performance metrics that matter most to users.
As far as end-users are concerned, two major time-based performance metrics affect their quality of experience:
latency and jitter. As we’ve shown in the preceding pages, latency and jitter are caused or exacerbated by multiple
factors, and their negative impact on application performance is well known. But with better visibility into these
contributing factors as well as into the normal, or baseline levels for these metrics on your system, combined with quick
access to information about the sources of spikes in latency and jitter, you can begin to craft an effective strategy for

minimizing the impact of fluctuations in latency and jitter levels.
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About the NetQoS Performance Center

The NetQoS Performance Center is a single web-based portal that delivers global visibility into the entire network infrastructure for
the insight to resolve performance issues, troubleshoot infrastructure problems, perform capacity planning, plan for and validate the
effects of change, and track Service Level Agreements (SLAs). The NetQoS Performance Center provides an integrated view of
critical performance data delivered by NetQoS best in class products—SuperAgent® for end-to-end performance data,
ReporterAnalyzer™ for traffic analysis, and NetVoyant® for device performance data. With this visibility, you will make more
informed decisions based on precise network infrastructure usage data, improve staff efficiency, and resolve performance issues
rapidly. You can also mitigate risks and validate the impact of planned changes such as VolP deployments, MPLS migrations, WAN
optimization, QoS policy implementation, and application rollouts. The NetQoS Performance Center is fast and easy to deploy, and

scales to the largest networks.

About NetQoS

NetQoS is the fastest growing network performance management products and services provider. NetQoS has enabled hundreds of
the world’s largest organizations to take a Performance First approach to network management—the new vanguard in ensuring
optimal application delivery across the WAN. By focusing on the performance of key applications running over the network and
identifying where there is opportunity for improvement, IT organizations can make more informed infrastructure investments and
resolve problems that impact the business. Today, NetQoS is the only vendor that can provide global visibility for the world’s largest

enterprises into all key metrics necessary to take a Performance First management approach. More information is available at

www.netqos.com.
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